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Ypanbckui
thenepasibHbIA Apache Spark u Storm Co3bIkuH A.B.

YHUBEpPCUTET

[locTouHCTBa N HegocTaTkm Hadoop

e [locTOMHCTBA:
« [lpocTtasa mogenb nporpammmnpoBaHus Map Reduce
« Pabota ¢ 6onbLLIMM 06bEMOM AaHHbIX
« ABTOMaTM3auUUs pacnapannenmBaHus
« 3awmTa oT cboeB

 HegoctaTku

o [OrnuntenbHbln unkn paspaboTkn (peanusaunsa Mapper, Reducer,
Driver, komMnunauus, yrnakoBka B apXxuB jar, KONMpoBaHWE Ha
KracTtep, 3anyck v 1.4.)

« dukcupoBaHHasa nocnegoBaTenbHOCTb 06paboTkn, HeT workflow

« QObsizaTenbHas 3anncb AaHHbIX HA AUCK nocre obpaboTku

« CroXHO peanusosarthb join

« Tonbko nakeTHasi obpaboTka

* YTeHune Bcex AaHHbIX
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YHUBEpPCUTET

Jkocuctema Hadoop

» CpeacrtBa aHaNUTUKM:
« Apache Pig — s3bIKk NOTOKOB JaHHbIX
« Apache Hive — SQL-like a3bIK
* basbl AaHHbIX C NPONU3BOJIbHbIM AOCTYMNOM

« Apache HBase
« Cassandra

» ObpaboTKka gaHHbIX B NaMATU
« Apache Spark

« OBbpaboTka NOTOKOBbLIX AaHHbIX
« Apache Storm

* [lpyrne npoekThbl
« Sqoop, Flume, Mahout, Kafka, Oozie, Zookeeper n ap.
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YHUBEpPCUTET

Apache Spark SprK

« CosnaH B nabopartopumn AMPLab yHnBepcuteTa Berkeley
B 2010 roay OTKpbITbl MICXO4AHbIE KOAb
« Cenvac top-level npoekt apache (http://spark.apache.org/)
* OTrnnynTEnbHble 0COBEHHOCTU
 PacnpeneneHHass obpaboTka [OaHHbIX B oOnepaTtuBHOM
namsTu
« Hert xecTkon npmnesaskn K MapReduce
 WHterpauna c¢ Hadoop (HDFS, InputFormats wu T.1.),
cucrtemamm ynpasneHua knacrepamm (Mesos, YARN)
 HanncaH Ha Scala, APl ans a3blkoB
« Scala
e Java
* Python
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YHUBEpCUTeT

KomnoHeHTbI Spark
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YHUBEpPCUTET

HyxeH nn MapReduce?

» Google npennoxun nporpammMmHyto mogens MapReduce B

Llensax
« ABTOMaTM3auUUsa pacnapannenmBaHus
« 3awuTa ot cboen

» PuKcnpoBaHHbIN anroput™ MapReduce
 EQMHCTBEHHO BO3MOXHbIM BapuaHT AN Takux uenemn?
« Bo3MOXxHbI N1 gpyrne BapuaHThbl?
o Kakumm cBomcTBaMm OHW OOSMKHbI obnagaTtb?
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YHUBEpPCUTET

Ob6paboTKka gaHHbIX B Spark

« AbcTpakummn Spark
« TpaHcopmauma (Transformation) — cosgaHWe HOBOIO
Habopa OaHHbIX U3 CYLLECTBYIOLLErO
« IeunctBue (Action) — BblYMCNEHME HaO HAabOOPOM AaHHbIX,
BO3BpalLleHNEe 3HA4YEHNA B KOHTEKCT
* [lpmepbl TpaHCcoOpMaUnN:
« map(function) (flatMap, mapPartitions)
« filter(function)
* Jjoin(otherDataset)
* [lpumepbl OENCTBUN:
 reduce(function)
 collect()
« saveAsTextFile(path)
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Co3sblkuH A.B.

Spark DAG
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YHUBEpPCUTET

[aHHble B Spark

» KakuMun OomxHbl ObITb AaHHbIE?
« PacnpepneneHHoe XxpaHeHue B NaMsATN CepBEPOB KracTepa
* Bo3mMoOXHOCTb BbInonHeHusa Action n Transformation
* NTepatnBHaga obpaboTtka
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YHUBEpPCUTET

[aHHble B Spark

» KakuMun OomxHbl ObITb AaHHbIE?
« PacnpepneneHHoe XxpaHeHue B NaMsATN CepBEPOB KracTepa
* Bo3mMoOXHOCTb BbInonHeHusa Action n Transformation
* NTepatnBHaga obpaboTtka
« HapgexXHocTb?
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Resilient Distributed Datasets (RDD)

« Spark wucnonb3yetr abcTtpakymio Resilient Distributed
Datasets (RDD)

Resilient Distributed Datasets: A Fault-Tolerant Abstraction for In-Memory Cluster Computing.
Matei Zaharia, Mosharaf Chowdhury, Tathagata Das, Ankur Dave, Justin Ma, Murphy
McCauley, Michael J. Franklin, Scott Shenker, lon Stoica. Technical Report UCB/EECS-2011-
82. July 2011.

* OnpeneneHune RDD:
 PasgeneHHass Ha 4acTu KOMfekuua 3anucewn, OOoCTynHas
TONbKO ANSA YTeHUs
« Read-only, partitioned collection of records
« RDD MOXeET ObITb co3faHa TONbKO

oemepMuHUCMUYeCcKUMU onepaunsamu:
« 3arpyska gaHHbIX C Aucka
« [lpeobpasoBaHue cyulecTBytowero RDD
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Resilient Distributed Datasets (RDD)

* [lodemMy BaXHO WUCNOMb30BaTb OETEPMUHUCTUYECKNE
onepauun?
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YHUBEpPCUTET

Co3sblkuH A.B.

Resilient Distributed Datasets (RDD)

* [louemMy BaXHO wucnonb3oBaTb OETEPMUHUCTUYECKUE
onepauun?
 Hage>XKHOCTb:
 [lpn BbIXOOE U3 CTpoA Yy3na knacrepa naptuuma RRD
MOXET ObITb NepecyMTaHa Ha OCHOBE OaHHbIX C AUCKa
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NMporpamma B Spark

 [1aHHbIE
« RDD
 DAG
« TpaHcdopmaumu
e [lenctBus
* JleHnBbIN pexnm
« HoBble RDD He co3gatoTca TOMbKO Torga, Korga OHU
NCMOSIb3YHTCA NePBbIN pa3



Ypasibckuin
(begepasibHbIN Apache Spark n Storm
' YHUBEpCUTET

Co3sblkuH A.B.

Pexumbl pabdboTbl Spark

NHTEepaKTUBHbIN

MaKeTHbIN

[MOTOKOBbIN
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YHUBEpPCUTET

PexxumMmbl padboTbl Spark

* JlokanbHbIN peXxnm
« Spark paboTtaeT Ha noKanbHOW  MalUMHE, €eCTb
BO3MO>XHOCTb MCMNOMb30BaTb HECKOSIbKO NPOLECCOB

* KnactepHbIn pexmm
« Spark Standalone
« Apache Mesos
« Apache YARN (Hadoop v2)
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UHTepaKTUBHbLIU PEXUM

« KomaHaHas ctpoka Spark Shell
« spark-shell (Scala)
« pyspark (Python)
. SparkContext
« [lpencraBnser coeguHeHuMe C Knactepom Spark (uMnu
nokanbHbIM Spark)

« CneunanbHaga Bepcus SparkContext ansa MHTEPaAKTUBHOIO
pexuma

* [lepemeHHas sc B Spark Shell
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UHTepaKTUBHbLIU PEXUM

$ pyspark

>>> textFile = sc.textFile("hdfs://data/wiki/en/articles-
part")

>>> textFile.count()

3755

>>> filteredFile = textFile.filter(lambda s: 'London' in s)
>>> filteredFile.saveAsTextFile("hdfs://user/ul213/london")
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PesynbtraTthl B HDFS

$ hadoop fs -1s /user/ul2l3/london
Found 3 items

-rw-r--r-- 3 ul213 supergroup 0 2015-05-24 12:18
/user/ul213/london/ SUCCESS

-rW-r--r-- 3 ul213 supergroup 15303635 2015-05-24 12:18
/user/ul213/london/part-00000

-rw-r--r-- 3 ul213 supergroup 14101956 2015-05-24 12:18

/user/ul2l13/london/part-00001
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Kak BbinonHaeTrcAa?

SparkContext: Starting job: saveAsTextFile at
NativeMethodAccessorImpl.java:-2

DAGScheduler: Got job 1 (saveAsTextFile at
NativeMethodAccessorImpl.java:-2) with 2 output partitions
DAGScheduler: Submitting 2 missing tasks from Stage 1 (MappedRDD[11l] at
saveAsTextFile at NativeMethodAccessorImpl.java:-2)

TaskSetManager: Starting task 0.0 in stage 1.0 (TID 2, localhost, ANY,
1212 bytes)

TaskSetManager: Starting task 1.0 in stage 1.0 (TID 3, localhost, ANY,
1212 bytes)

HadoopRDD: Input split: hdfs://data/wiki/en/articles-
part:37297703+37297704

HadoopRDD: Input split: hdfs://data/wiki/en/articles-part:0+37297703
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YHUBEpPCUTET

Kak BbinonHaeTrcAa?

FileOutputCommitter: Saved output of task

'attempt 201505241218 0001 m_ 000001 3' to
hdfs:///user/ul2l13/london/_temporary/0/task 201505241218 0001 m 000001
SparkHadoopWriter: attempt 201505241218 0001 m 000001 3: Committed
Executor: Finished task 1.0 in stage 1.0 (TID 3). 1768 bytes result sent
to driver

TaskSetManager: Finished task 1.0 in stage 1.0 (TID 3) in 1757 ms on
localhost (1/2)

FileOutputCommitter: Saved output of task

'attempt 201505241218 0001 m_ 000000 2' to
hdfs://user/ul2l13/london/_temporary/0/task 201505241218 0001 m 000000
SparkHadoopWriter: attempt 201505241218 0001 m 000000 2: Committed
Executor: Finished task 0.0 in stage 1.0 (TID 2). 1768 bytes result sent
to driver

TaskSetManager: Finished task 0.0 in stage 1.0 (TID 2) in 1788 ms on
localhost (2/2)
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Wordcount B Spark

wordCounts = textFile.flatMap(lambda line: line.split()).map(lambda word:
(word, 1)).reduceByKey(lambda a, b: a+b)
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YHUBEpPCUTET

KawmnpoBaHue B Spark

* RRD MOXHO COXpaHUTb B NamMATHU
e filteredFile.cache()

« OddekTnBHo, ecnn RRD byaet 4acTto ncnonb3oBaTbCH
 MeTton cache — Tonbko noackaska ana Spark:
« [laHHble MOryT HE NMOMECTUTCA B NaMsTb, KOLULMPOBAHUSA HE
oyoet
e CMellaHHbIM PEXUM: YacTb napTuuum dyaeT B KL, YacTb
ByneT paccumTbiBaTbCA HA OCHOBE AaHHbIX C AMUCKa

* YOoaneHune gaHHbIX U3 NnaMaTu:
e filteredFile.unpersist()

« Spark aBTOMaTMyeckn ygandet Heucnonb3lyemble RRD n3
namaTn ¢ nomouwlbio LRU anropntma
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YHUBEpCUTeT

[MakeTHbIN pexum B Spark. 3agayva

# spark-wordcount.py

from pyspark import SparkContext

# Co3pmaeM KOHTeKCT

sc = SparkContext("local", “WordCount™)

# 3arpyxaem pgaHHble n3 HDFS

textFile = sc.textFile("hdfs://data/wiki/en/articles-part")

# Cyutaem WordCount

wordCounts = textFile.flatMap(lambda line:
line.split()).map(lambda word: (word, 1)).reduceByKey(lambda a,
b: a+b)

# 3anucbiBaeM pe3ynbTaTtbl B HDFS
wordCounts.saveAsTextFile("hdfs://user/ul213/spark-wordcount")

24
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YHUBEpPCUTET

[MakeTHbIN pexum B Spark. 3anyck 3apauu

« CKpuNT Ang 3anycka 3agay Spark
e spark-submit
* cnonb3yetca nOna nokanbHOro pexumma wun nwboro
krnacrtepa (Spark standalone, Mesos, Yarn)

* [lpumep ana nokanbHoro Spark:
e spark-submit --master local[*] spark-wordcount.py

 [lpumep ana Spark standalone:
e spark-submit --master spark://umu3@.imm.uran.ru:7077 spark-
wordcount.py

* [lpumep ana YARN:

e spark-submit --master yarn-cluster spark-wordcount.py
e spark-submit --master yarn-client spark-wordcount.py

« Agpec YARN ResourseManager gomxeH 6biTb B onumnsix Hadoop
(NMepeMeHHbIEe OKPYXEeHNS NN KOHJUIypaunoHHbIN doann)
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[Moyemy 31O Nyywe?

Application | Data Description Size
Logistic | billion 9-dimensional points 100 GB
Regression
K-means | billion 10-dimensional points | 100 GB
(k = 10 clusters)
PageRank Link graph from 4 million | 49 GB
Wikipedia articles
Interactive Wikipedia page view logs from | 1 TB
Data Mining | October, 2008 to April, 2009
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JKkocuctema Apache Spark

Spark MLlib
Streamingll (machine

learning)

Apache Spark

27
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YHUBEpCUTeT

NMpoussoautenbHocTtb RDD

RDD Python

RDD Scala

' | 1 I |
0 2 < 6 8 10

Performance of aggregating 10 million int pairs (secs)

NcTouHUK - https://databricks.com/blog/2015/02/17/introducing-dataframes-in-spark-

for-large-scale-data-science.html
28
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YHUBEpPCUTET

Spark DataFrame API

* BbiCOKOYpPOBHEBbIN MHTEPPENC NPOrPaMMUPOBAHUSA
* AHanor DataFrame B Pandas n R
 PaboTa co CTpYKTYpPUPOBAHHbIMU AAHHbIMMU

* BbinonHeHue
* TpaHcdopmaunm u gencrema Hag RDD

* Ontummsauyma (Catalyst optimizer)
* Jlornyeckme ontmummnsauum
* [eHepauyua koga JVM B paHTanme
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YHUBEpCUTeT

NMpounsBoguTenbHocTb DataFrame

Spark Python DF

Spark Scala DF

RDD Python

RDD Scala

0 2 - 6 8 10

Performance of aggregating 10 million int pairs (secs)

NcTouHUK - https://databricks.com/blog/2015/02/17/introducing-dataframes-in-spark-

for-large-scale-data-science.html
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YHUBEpPCUTET

Ucnonb3oBaHue DataFrame

[pa¢ nonb3oBaTenen Twitter:
user_id \t follower id

t _graph = sglContext.read.csv("twitter.csv")
t _graph.printSchema()
t_graph.count()

t _graph.show(5)
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YHUBEpPCUTET

Ucnonb3oBaHue DataFrame
t _graph.select('user_id"').show(5)
t _graph.filter(t_graph.user_id == "206754").show()

t _graph.groupBy('user_id').count(). \
sort('count', ascending=False).show(5)

t _graph.join(numeric2screen, t graph.user_id ==
numeric2screen.user_id)
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YHUBepcUuTeT

Spark SQL

YacTb skocuctemobl Spark

CoBmecTumM ¢ Hive
« MoxeT ncnonososartb Hive Metastore ¢ nHdopmauuen o Tabnuuyax
« MoxeT BbICTynaTb B Ka4yecTBe cpedcTBa 3arycka 3anpocoB Hive
BMecTo MapReduce

CobcTtBeHHbINM Napcep SQL

Spark SQL vyactb Spark DataFrame API
« SparkSQL moxet penatb Bce, 4to ymeer Spark DataFrame (u
HaobopoT)
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YHUBEpPCUTET

Spark SQL

Co3gaHue BpeMeHHon Tabnuubl Ha ocHoBe DataFrame:
e t graph.createOrReplaceTempView('twitter")
e spark.sql('SELECT * FROM 'twitter')

DataFrame Ha ocHoBe Tabnuubl
e twitter = spark.read.table('twitter"')
e top20 = twitter.groupBy('user _id').count(). \
sort('count', ascending=False).limit(20)
e top20.show()

CoxpaHeHue DataFrame B Bnae tabnuupl
e top20.write.saveAsTable('twitter top20')
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Spark SQL

[Tpumep ncnonb3oBaHUA:

e spark.sql('SELECT wuser_id, COUNT(follower _id) AS fc
FROM twitter GROUP BY user_id ORDER BY fc DESC LIMIT
50° )

Kak 310 6yaeT BbINOMHATLCS:
e spark.sql('SELECT wuser_id, COUNT(follower _id) AS fc

FROM twitter GROUP BY user_id ORDER BY fc DESC LIMIT
50').explain()
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« YHUBEpcuTeT

Pexumbl pabdboTbl Spark

NHTEepaKTUBHbIN

MaKeTHbIN [MOTOKOBbIN
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Spark Streaming

Tunbel Spark Streaming
« Spark Streaming — onepauuu ¢ RDD
« Structured Spark Streaming — onepauuu ¢ DataFrame

OTKa30yCTONYMBOCTb
« Exactly-once semantics
* Wcnonbayetca ZooKeeper u HDFS

node crash

T|me {s

http://spark.apache.org/streaming/

na

o

Interval response
time (s)
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Spark Streaming

Kafka

Flume <’Y L HDFS
HDFS/S3 Sp Qr K , Databases

Kinesis Stf (C4 Omlng ' Dashboards

Twitter
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Spark DStream

input data batches of batches of
stream Spark input data Spark processed data

Streaming Engine

39
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[NoTok paHHbIX Spark Streaming

Driver Workers Streaming Sources
Executor 1 Kafka Twitter
f | J -

ssc.start() ._,
- S :
. : Block Mgmt
Spark Driver : |

-
Ch
-t
et
-----
-
et
e
et

Block Mgmt Master
. (4 ): L e

Flume Kinesis

HDFS S3/WASB

Streaming Targets
o, S3/WASB
J ;
Executor 2 NoSQL
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YHUBEpPCUTET

NMpumep nporpammbl Spark Streaming

from pyspark import SparkContext
from pyspark.streaming import StreamingContext

sc = SparkContext(appName="PythonStreaming")
sc.setLoglLevel ("ERROR")
ssc = StreamingContext(sc, 1) # WHTepBan 1 cekyHAa
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YHUBEpPCUTET

NMpumep nporpammbl Spark Streaming

from pyspark import SparkContext
from pyspark.streaming import StreamingContext

sc = SparkContext(appName="PythonStreaming")
sc.setLoglLevel ("ERROR")
ssc = StreamingContext(sc, 1) # WHTepBan 1 cekyHAa

# Co3paem Dstream
lines = ssc.socketTextStream("localhost", 9999))
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YHUBEpPCUTET

NMpumep nporpammbl Spark Streaming

# Co3paem Dstream

lines = ssc.socketTextStream("localhost", 9999))

# Cyntaem KONMYECTBO C/IOB

counts = lines.flatMap(lambda line: line.split(™ "))\
.map(lambda word: (word, 1))\
.reduceByKey(lambda a, b: a+b)

counts.pprint()
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YHUBepcUuTeT

NMpumep nporpammbl Spark Streaming

# Co3paem Dstream

lines = ssc.socketTextStream("localhost", 9999))

# Cyntaem KONMYECTBO C/IOB

counts = lines.flatMap(lambda line: line.split(™ "))\
.map(lambda word: (word, 1))\
.reduceByKey(lambda a, b: a+b)

counts.pprint()

# 3anyckaem Spark Streaming Context

ssc.start()

ssc.awaitTermination()



YpanbckuAd
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yHuBepcuTeT

Co3sblkuH A.B.

Co3naemM NoTokK AaHHbIX

$ nc -1k 9999

Hello world!

Word count application.
spark spark spark
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YHUBEpPCUTET
DStream
lines | linesfrom | lines from lines from lines from | >
DStream timeOto 1 time 1to 2 time 2to 3 time3to 4
flatMap
operation
words _— words from - words from words from words from - _>
DStream timeOto 1 time 1to 2 time 2 to 3 time3to 4
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YHUBEpPCUTET

Ntormn

* Apache Spark

e (ObpaboTKa AaHHbIX B namaTn RDD
* Mopaenb 06paboTkm gaHHbIXx DAG (TpaHchopmaumm m
nencrTesus)

* NHTEepdencobl NporpaMmmMpoBaHUS

 RDD
e DataFrame

e JKocuctema Apache Spark
e Spark Streaming, Spark SQL, Spark MLIlib, Spark GraphX
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Apache Spark n Storm

Co3sblkuH A.B.

Bonpocbi?
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